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• std::vector<T>
• std::list<T>
• std::map<K, V>
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• std::find std::accumulate
• std::transform std::iota
• std::sort
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•
• begin(rng) rng

• end(rng) rng

• [begin(rng), end(rng))



auto v = std::vector{/*...*/};
if (auto i = find(cbegin(v), cend(v), x);
    i != cend(v)) {
   std::cout << *i << '\n';
}
else {
   std::cerr << "Not found.\n";
}

auto v = std::vector{/*...*/};
if (auto i = find(v, x); i != cend(v)) {
   std::cout << *i << '\n';
}
else {
   std::cerr << "Not found.\n";
}



α



1. std::vector<float> x = // ...
2. std::vector<float> y = // ...
3. float a =              // ...
4.
5. std::vector<float> out(size(x));
6.
7. std::transform(cbegin(x), cend(x), begin(out), [a](float x){ return a * x; });
8. std::transform(cbegin(out), cend(out), cbegin(y), begin(out), std::plus<>{});

1. std::ranges::transform(x, begin(out), [a](float x) { return a * x; });
2. std::ranges::transform(out, y, begin(out), std::plus<>{});
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1. std::transform(std::execution::par, cbegin(x), cend(x), 
2.    begin(out), [a](float x) { return a * x; });
3. std::transform(std::execution::par_unseq, cbegin(out), cend(out),
4.    begin(y), begin(out), std::plus<>{});

• parallel::



1. std::vector<float> x = // ...
2. std::vector<float> y = // ...
3. float a =              // ...
4.
5. std::vector<float> out(size(x));
6.
7. {
8.   cl::sycl::queue q;
9.

10.   std::vector<float> tmp(size(x));
11.   sycl::sycl_execution_policy<class Scale> exec1(q);
12.   parallel::transform(exec1, cbegin(x), cend(x), begin(tmp),
13.                       [a](float x) { return a * x; });
14.
15.   sycl::sycl_execution_policy<class Add> exec2(q);
16.   parallel::transform(exec2, cbegin(tmp), cend(tmp), cbegin(y), begin(out),
17.                       std::plus<>{});
18. }

Copy to device

Copy from device

Copy to device

Copy from device



{
  cl::sycl::queue q;

  cl::sycl::buffer<float> x_buff(data(x), size(x));
  cl::sycl::buffer<float> y_buff(data(y), size(y));

  cl::sycl::buffer<float> tmp_buff(size(x));
  sycl::sycl_execution_policy<class Scale> exec1(q);
  parallel::transform(exec1, begin(x_buff), end(x_buff), begin(tmp_buff),
                      [a](float x) { return a * x; });

  cl::sycl::buffer<float> out_buff(data(out), size(size));
  sycl::sycl_execution_policy<class Add> exec2(q);
  parallel::transform(exec2, begin(tmp_buff), end(tmp_buff), begin(y_buff),
                      begin(out_buff), std::plus<>{});
} // data copied back after exiting the scope

Copy to device

Copy from device

Explicitly create SYCL buffers

Pass iterators to buffers

Still needs 
temporary storage

2 Kernels



{
  cl::sycl::queue q;

  cl::sycl::buffer<float> x_buff(data(x), size(x));
  cl::sycl::buffer<float> y_buff(data(y), size(y));

  cl::sycl::buffer<float> out_buff(data(out), size(out));
  sycl::sycl_execution_policy<class Saxpy> exec(q);
  parallel::transform(exec, begin(x_buff), end(x_buff), begin(y_buff),
                      begin(out_buff),
                      [a](float x, float y) { return a * x + y; });
} // data copied back after exiting the scope

Manually fused kernel
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auto v = std::vector{/*...*/};
if (auto i = find(crbegin(v), crend(v), x);
    i != crend(v)) {
   std::cout << *i << '\n';
}
else {
   std::cerr << "Not found.\n";
}

auto v = std::vector{/*...*/};
if (auto i = find(v | view::reverse, x);
    i != crend(v)) {
   std::cout << *i << '\n';
}
else {
   std::cerr << "Not found.\n";
}



auto plus = [](auto const& pair) {
   return get<0>(pair) + get<1>(pair); };
auto mult = [](auto const& pair) {
   return get<0>(pair) * get<1>(pair); };

// saxpy using range-v3
auto ax = ranges::view::zip(view::repeat(a), x)

        | ranges::view::transform(mult);

auto out = ranges::view::zip(ax, y)

         | ranges::view::transform(plus)

         | ranges::to_vector;

Composition
operator

Materialise the result as views are lazy

Lambdas for describing behaviour
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Open Source on GitHub: git.io/vA5H9

https://git.io/vA5H9


// saxpy using sycl & range-v3
gstorm::sycl_exec exec;

using parallel::copy;
auto ax = ranges::view::zip(ranges::view::repeat(a), copy(exec, x))
        | ranges::view::transform(mult);
auto z = ranges::view::zip(ax, copy(exec, y))
       | ranges::view::transform(plus);
parallel::transform(exec, z, copy(exec, out), identity);

5 views, but 1 algorithm ⇔ 1 kernel

Materialise the result

Views don’t perform computation
No policy needed

Create SYCL 
compatible ranges



define spir_kernel void @SYCL_saxpy(i64, %"..."* byval nocapture, float addrspace(1)*, i64, float 
addrspace(1)*, i64, float addrspace(1)*, i64) #1 {
  %9 = tail call spir_func i64 @_Z13get_global_idj(i32 0) #0
  %10 = icmp ult i64 %9, %0
  br i1 %10, label %11, label %24
; <label>:11                                      ; preds = %8
  %12 = getelementptr inbounds %"...", %"..."* %1, i64 0, i32 0, i32 0, i32 0
  %13 = load float, float* %12, align 4
  %14 = add i64 %9, %3
  %15 = add i64 %9, %5
  %16 = getelementptr inbounds float, float addrspace(1)* %2, i64 %14
  %17 = load float, float addrspace(1)* %16, align 4, !tbaa !11, !noalias !15
  %18 = fmul float %13, %17
  %19 = getelementptr inbounds float, float addrspace(1)* %4, i64 %15
  %20 = load float, float addrspace(1)* %19, align 4, !tbaa !11
  %21 = fadd float %18, %20
  %22 = add i64 %9, %7
  %23 = getelementptr inbounds float, float addrspace(1)* %6, i64 %22
  store float %21, float addrspace(1)* %23, align 4, !tbaa !11
  br label %24
; <label>:24                                      ; preds = %11, %8
  ret void }

load a

load x[i]

load y[i]

store out[i]



Intel i7-6700K CPU and Intel HD Graphics 530 GPU
Using the zero-copy functionality
Execution time includes buffer creation and queuing overheads
Speedups calculated from median execution times of 100 runs per experiment



const auto height = 512;
const auto width = 512;
const auto iterations = 100;
std::vector<pixel> image(height * width);

{
 gstorm::sycl_exec exec;
 auto gpu_image = parallel::copy(exec, image);

 auto indices = ranges::view::iota(0)
              | ranges::view::take(size(image));
 parallel::transform(exec, indices, gpu_image,
            CalculatePixel{height, width, iterations});
}



• std::iota std::transform std::iota
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https://cppcon.org/parallel-programming-with-modern-cpp/
https://cppcon.org/generic-programming-2.0-with-concepts-and-ranges/
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GitHub: git.io/vA5H9

Paper: wg21.link/P0836R0

https://git.io/vA5H9
https://wg21.link/P0836R0



